
L
et’s delve into Octave’s features 
that relate to statistics, 
polynomial manipulations and 
more.

Statistics
Octave has various features for the analysis and 
interpretation of multi-dimensional numerical 
data. As is true for most other cases, the data 
that you want to analyse is usually specified as 
a matrix, where a row is one observation, and 
a column indicates the value of the individual 
components of an observation.

Descriptive statistics 
Descriptive statistics give a quantitative 
measure of the main features of a data 
set, such as its mean, median, variance, 
kurtosis and others. Let us now look at the 
corresponding functions in Octave:

mean: The function to calculate the 
mean of a data set is mean(x,dim,opt). If x 
is a vector, then it returns the mean of the 
elements of x, i.e.,:



If x is a matrix, the default behaviour 
of Octave is to return a row vector in 
which each element is the mean of the 
corresponding column of x. For exampl:

octave −3.2.2:53 > x=[1 4 3]

x =

1    4    3

octave −3.2.2:54 > mean(x)

ans = 2.6667

octave −3.2.2:55 > x=[1 2 3;4 5 6]

x =

1    2    3

4    5    6

octave −3.2.2:56 > mean(x)

ans =

2.5000    3.5000    4.5000

The optional argument opt may be used 
to specify the type of mean. The default is 
arithmetic mean, indicated by an ‘a’. It is also 
possible to calculate the geometric mean, 
specified by a ‘g’ or the harmonic mean 
specified by an ‘h’. 

In the first two parts of this series, we learnt how to use Octave for linear algebraic problems. We 
also took a quick look at solving simple optimisation problems. Now, we will explore the other 
features that facilitate numerical and scientific computing in Octave.
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The optional argument dim is 
used to specify the dimension of the 
matrix along which the mean is to be 
calculated. By default, the dimension 
is set to 1. You may also specify the 
dimension to be a maximum of 2 for 
a two-dimensional matrix. When you 
specify dim = 2, the mean is calculated 
along the rows. So the mean is a 
column vector. For example:

octave −3.2.2:58 > x=[1 8 3;4 9 6]

x =

1    8    3

4    9    6

octave −3.2.2:59 > mean(x ,2)

ans =

4.0000

6.3333

If you have a higher-dimensional 
matrix, you may specify dim 
accordingly.

median: The syntax and 
semantics of the median function 
are similar to the mean function: 
median(x,dim), where dim has a 
similar interpretation as above.
kurtosis: kurtosis is the degree of 
how much a probability distribution 
peaks. In Octave, it can be found 
by using the kurtosis function. The 
syntax is similar to the median 
function introduced above.
statistics: If you want most of the 
descriptive statistics on your data, 
use the statistics function. If x is a 
matrix, it returns a matrix with the 
minimum, first quartile, median, 
third quartile, maximum, mean, 
standard deviation, extent of being 
skewed and kurtosis of the columns 
of x as its rows. If x is a vector, it is 
treated as a column vector.
Besides the above, you also 

have functions for calculating the 
covariance, correlation, extent of being 
skewed and moment of a set of multi-
dimensional data.

Basic statistical functions
Mahalanobis distance is the 
distance measure that is useful 
for identifying the similarity of 









an unknown sample of data 
to a known one. In Octave, 
you can use the function 
mahalanobis(x,y) to find the 
Mahalanobis’ D-square distance 
between the multivariate samples 
x and y, which must have the 
same number of components 
(columns), but may have a 
different number of observations 
(rows).
Miscellaneous functions: The 
perms function may be used to 
generate all permutations of a 
matrix or a vector, one row at a 
time. values is a useful function 
that returns the different values 
in a row or a column vector in 
ascending order—i.e., it does 
not return the duplicates. Please 
note that values do not work on 
a matrix. There are also other 
functions of interest to a student 
of statistics, such as logit and 
progit.
Other features: Besides the rather 

basic features described earlier, there 
is extensive support for performing 
several different statistical tests such 
as equal mean values, equal median 
values and others. A large number of 
probability distributions is available, 
using which you can generate 
random numbers and matrices.

Please look up the Octave 
reference manual under the statistics 
section for an extensive index of the 
functions available for the various 
statistical analyses of your numerical 
data.

Polynomial manipulations
Let us now learn to work with 
univariate polynomials in Octave. 
A polynomial is represented by a 
vector containing its coefficients. For 
example, a polynomial such as p(x) = 
2x3 + 3x2 + 4x + 5 will be represented 
in Octave by the vector c = [2 3 4 
5]. The polyout command prints 
the formatted polynomial from a 
coefficient vector. Let’s try this out:

octave −3.2.2:92 > c=[2 3 4 5 ] ;

octave −3.2.2:93 > polyout (c ,” x”)



2∗x3 + 3∗x2 + 4∗x1 + 5

octave −3.2.2:94 > polyout (c ,” s ”)

2∗ s3 + 3∗ s2 + 4∗ s1 + 5

As you can see, we have first 
defined the coefficient vector c, 
and then used the polyout function 
to print the formatted polynomial. 
The second argument to polyout is 
the variable name in the univariate 
polynomial.

Roots and evaluation
The roots function returns the 
roots of the polynomial, given its 
coefficient vector, c:
octave −3.2.2:100 > r=roots ( c )

r =

−1.37113 + 0.00000 i

−0.06443 + 1.34876 i

−0.06443 − 1.34876 i

Good, now let’s look at how good 
the roots are. Let us evaluate the 
polynomial at the obtained roots:

octave −3.2.2:101 > polyval (c , r (1)(1))

ans = −2.6645e−15

octave −3.2.2:102 > polyval (c , r (2)(1))

ans = 6.2172 e−15 + 3.6915 e−15 i

octave −3.2.2:103 > polyval (c , r (3)(1))

ans = 6.2172 e−15 − 3.6915 e−15 i

Okay, so it looks like the roots 
are pretty good, as the value of 
the polynomial is tending to 0 at 
those points. The polyval takes 
the coefficient vector as the first 
argument and the point at which the 
value is to be evaluated as the second 
argument. Instead of passing the 
roots one by one, as we have done, we 
could also send the whole matrix to 
polyval, as follows:

octave −3.2.2:104 > polyval (c , r )

ans =

−2.6645e−15 + 0.0000 e+00 i

5.8842 e−15 + 3.5527 e−15 i

6.2172 e−15 − 3.6915 e−15 i

As a general rule, when a matrix 
or a vector is passed as the second 
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argument to polyval, the polynomial is 
evaluated at each of those points. Let 
us now redefine r as a square matrix 
and see the results:

octave −3.2.2:108 > r =[1 2;3 4 ] ;

octave −3.2.2:109 > polyval (c , r )

ans =

14    41

98    197

Polynomial curve fitting
The idea of polynomial curve 
fitting is that, given a set of input 
and output vectors, the best curve 
passing through the given points 
needs to be fitted. This is usually 
done by minimising the least 
squares distance between given 
points and the curve. For more 
background on this subject, please 
see the Wolfram Mathworld article 
given under Resources.

The polyfit function is used to 
find the best-fit curve for a set of 
input and output vectors. I shall 
illustrate this with an example from 
the MATLAB documentation of the 
same function (apologies for the 
digression, but this also illustrates the 
compatibility between MATLAB and 
Octave, a topic that we shall discuss 
in more detail in a later article):

octave −3.2.2:110 > x = [1 2 3 4 5 ] ;

y = [ 5 . 5 43.1 128 290.7 4 9 8 . 4 ] ;

octave −3.2.2:114 > p=p o l y f i t (x , y ,3)

p =

−0.19167    31.58214    −60.32619    35.34000

octave −3.2.2:115 > x2 = 1 : . 1 : 5 ;

octave −3.2.2:116 > y2 = polyval (p , x2 ) ;

octave −3.2.2:117 > plot (x , y , ’ o ’ , x2 , y2 )

octave −3.2.2:118 > grid on

You should now see a plot 
similar to the one shown in Figure 
1. Okay, so what we have done here 
is  obtained the coefficients p of a 
best-fit curve between x and y with 
polyfit. Next, we used the obtained 
coefficients to get the output 
values y2 for the same x values over 

a finer range x2, and then plotted 
the results along with our earlier 
x,y (indicated by the circles). As 
you can see from the plot, they are 
almost on the obtained curve.

By default, polyfit just returns 
the coefficients of the polynomial. 
However, if you also give a second 
return argument, like [p, s] = 
polyfit(x, y, 3), then it returns a 
structure of values containing the 
following fields:

R: The Cholesky factor of the 
Vandermonde matrix used 
to compute the polynomial 
coefficients.
X: The Vandermonde matrix 
used to compute the polynomial 
coefficients.
df: The degrees of freedom.
normr: The norm of the 
residuals.
yf: The values of the polynomial 
for each value of x.
Other features: There are 

also various other functions to 
work with polynomials, such as 
polyderiv and polyinteg that return 
the coefficients of the derivative 
and the integral polynomial of the 
function, respectively.

Miscellaneous features
Here are some other facilities 
available in Octave that you can 
explore on your own. 

Plotting: Briefly used earlier, 
Octave has got good facilities for 
plotting data in two and three 
dimensions. You can also interact 
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GNU Octave Documentation: www.gnu.org/software/octave/docs.html
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•
•
•
•

with gnuplot from within Octave, 
which is a very good feature to 
have.

Sets: Octave has some 
support for working with sets. A 
set is created with the create_set 
function. Set operations—such as 
union, intersection, ismember—are 
also supported in Octave.

Control system toolbox: The 
control system toolbox looks very 
well developed, though I have not 
explored or studied it in depth.

Image and audio processing: 
Octave has got some support for 
loading, display and some basic 
operations for images. There is also 
some support for audio processing.

Looking ahead 
In the next article in this series, we 
will learn to write Octave scripts 
and take a step towards using 
Octave as a programming language 
rather than as a command 
interpreter, as we have been doing 
so far. See you next time!  

Figure 1: A best-fit curve
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